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Abstract
Many organizations have embraced formal experimentation, i.e., A/B testing, to improve the performance of their products 
and services. Experimentation, some have argued, should democratize innovation inside organizations by creating a platform 
to test new ideas, regardless of origin. In this article, we argue that experimentation’s promise hinges on having the proper 
organizational decision-making process that encourages innovation while mitigating the risk of unanticipated failures. 
We study this question by developing a model of experimentation inside organizations, where decisions to implement are 
either centralized or decentralized—a tension identified by practitioners and scholars alike. Organizations with centralized 
mechanisms that rely too much on the input of other teams benefit least from experimentation, as do ones with completely 
decentralized ones. In contrast, organizations with mostly decentralized decisions, with a single authority that sets consistent 
thresholds for implementation, achieve growth but with less downside risk. Thus, without considering the organizational 
decision-making structure, the benefits of experimentation may be limited.
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Introduction

Digital experimentation (e.g., A/B testing) is becoming an 
integral part of product development in many industries, 
especially in high-technology (Kohavi et al. 2007; Kohavi 
et al. 2009; Kohavi and Longbotham 2017; Luca and Baz-
erman 2020; Thomke 2020b). Conventional models view 
experimentation as a firm-level phenomenon, wherein a 
unitary firm runs an experiment, evaluates its performance, 
and decides whether to implement the change based on a 
performance measure—e.g., growth or profit (e.g., Azevedo 
et al. 2020; Koning et al. 2019). However, in most firms, 
experiments are run locally—by product managers respon-
sible for a small number of features that are part of a larger, 
interdependent product. Thus, experimentation’s impact 

often depends on how the organization decides which exper-
iments to implement.

Both scholars and practitioners have written about 
how firms should organize their search and experimenta-
tion structures (e.g., Burton et al. 2015; Fang et al. 2010; 
O’Reilly and Tushman 2013). In some firms, implementa-
tion decisions are decentralized, with a proposing product 
manager having the final say. In more centralized firms, a 
decision-making process unfolds that requires managers 
to convince others about a change’s broader benefits and 
costs. Inherent trade-offs exist in choosing among these 
approaches. Product interdependence may lead to improved 
performance for one aspect of the business but decreased 
performance for others. Allowing other managers affected 
by an experiment to have a say in implementation decisions 
can prevent incremental improvements to one feature at the 
cost of others. In this paper, we ask how firms can structure 
their decision-making process to balance the critical per-
formance outcomes of experimentation: achieve growth but 
with little variability.

We build on the literature in organizational search and 
experimentation (e.g., Gavetti and Levinthal 2000; Lev-
inthal and March 1981; March 1991) to develop a model of 
corporate decision-making and product experimentation. 
In our model, a firm is defined by a multi-feature product, 
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where features are interdependent—that is, the perfor-
mance increases or decreases due to changes to linked 
features. Built upon this product structure is an organiza-
tional structure, where product managers, responsible for 
individual features, are incentivized to increase their fea-
tures’ performance. We incorporate in this model several 
decision processes that determine whether an experiment 
is implemented and the subsequent impact on performance 
and its variability over time.

We find that both highly decentralized and centralized 
experimental implementation decision-making reduces 
performance. Decentralized decision-making, where indi-
vidual product managers can implement any experiment, 
leads to increased growth and product performance but 
higher variability. In contrast, centralized decision-mak-
ing, where other parties in the organization have input on 
whether a given experiment is implemented, experienced 
lower performance and variability in performance.

A centralized strategy where a single senior leader sets 
a high threshold for implementing an experiment works 
best. Organizations experience the most elevated perfor-
mance increase in both the mean and tails of the distribu-
tion when they disincentivize incremental experimentation 
and reduce collective decision-making, where many prod-
uct managers weigh in. These organizations only adopt 
changes when experimental results indicate effect sizes 
over a certain threshold. Furthermore, the performance 
variability under this strategy is no worse than when using 
more conservative decision-making processes.

Our results contribute to several emerging conversa-
tions in strategy and entrepreneurship. This paper is one 
of the first to connect experimentation to an organizational 
decision-making process. We show that the efficacy of 
an experimental strategy depends on the organization’s 
decision-making processes. While much of the literature 
on experimentation has focused on the technical or statisti-
cal quality of experiments (Berman et al. 2018; McShane 
and Gal 2016), we show that organizational practices also 
have an important effect on the viability of such a strategy 
(Ghosh et al. 2020; Luca and Bazerman 2020; Thomke 
2020b).

Second, our research contributes to the extensive litera-
ture on organizational search (e.g., Levinthal and March 
1981; Rivkin and Siggelkow 2003; Siggelkow and Rivkin 
2006; Baumann et al. 2019). We apply a model similar to 
those used in this literature to a problem, where agents with 
often conflicting priorities are engaged in a joint search. 
Finally, we contribute to the growing literature on the impact 
of digitization on organizations (e.g., Adner et al. 2019; 
Bloom et al. 2014; Brynjolfsson and McElheran 2016). We 
show that firms adopting experimentation technology must 
also implement a new decision-making structure for experi-
mentation to be effective.

Experimentation and performance

Experimentation can lead to better performance by help-
ing managers make better decisions under uncertainty and 
providing more accurate evaluations of ideas. However, 
experimentation could lead to more incremental improve-
ments or even worse performance if experiments are not 
well-executed. Organizations can mitigate these risks by 
implementing decision-making processes that account for 
interdependencies.

Most companies depend on continued innovation in 
their products and services to be successful (Abernathy 
and Utterback 1978). In many firms, this process relies on 
the intuition of managers who are expected to generate and 
implement new ideas (Dane and Pratt 2007; Hodgkinson 
and Healey 2011; Simon 1987). However, prior work sug-
gests that this is a fraught strategy. Individual and organi-
zational biases frequently lead to sub-optimal outcomes 
(e.g., Bazerman and Moore 2008; Tversky and Kahneman 
1979). Recently, a growing literature highlights the value 
of formal experimentation as a tool to support innovation 
within firms (e.g., Kohavi and Longbotham 2017; Thomke 
2001). Some scholars have argued that experimentation 
can reduce biases by requiring managers to use rigorous 
data and statistics to make better decisions about the direc-
tion they should take their products or services (e.g., Gans 
et al. 2019). By rigorously testing many new ideas—e.g., 
for features, algorithms, or pricing models—managers can 
base their decisions on data.

The literature suggests that three mechanisms are 
responsible for the performance benefits of experimenta-
tion. First, work by Camuffo et al. (2020) suggests that 
by formulating and testing specific hypotheses about their 
business, managers can discern better when their strategy 
or approach is failing or succeeding. Similarly, Levinthal 
(2017) argues that managers who take an experimental 
approach increase the range of ideas they test and thus 
can find more novel and promising innovations. Koning 
et al. (2019) support these findings and demonstrate that 
by reducing the costs of testing ideas, experimentation can 
lead managers to generate riskier ideas because the cost 
of failing is lower. Finally, Thomke (2001), and Kohavi 
and Longbotham (2017) suggest that experimentation can 
also help organization resolve disputes. That is, instead of 
relying on the hierarchy to resolve conflicts over strategy, 
organizations can use data to mediate disputes.

In contrast, several scholars have highlighted the poten-
tial downsides of an experimental approach. Perhaps, the 
most worrisome critique of experimentation is that it leads 
managers to pursue exploitative and incremental change 
over substantive innovations (Felin et al. 2019; March 
1991). This concern about incrementalism is held even 
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by practitioners who see experimentation only as a way to 
make minor tweaks to products (Luca and Bazerman 2020; 
Thomke 2020b). That is, low-cost experimentation with its 
“readily observable feedback and immediately validated 
learning” leads to myopia that can distract managers from 
making more strategic decisions facing the firm. Other 
scholars have worried about implementation. That is, man-
agers may make worse decisions than when using intuition 
alone if experimentation is poorly implemented—e.g., is 
riddled with design issues, p-hacking, or incorrect inter-
pretation of results (Berman et al. 2018; McShane and Gal 
2016). Firms can mitigate these risks by designing their 
organizations to ensure the best experiments are adopted.

Much prior research on experimentation has ignored an 
essential reality: experimentation happens within organi-
zations. Decision-making within firms affects the benefits 
derived from experimentation. Precisely, two crucial features 
of organizations should shape the value of experimenting. 
First, one manager’s decision almost always has implica-
tions for other managers. These managers may have different 
incentives, performance metrics, or goals, thus leading to 
disputes. Interdependence, therefore, necessitates coordinat-
ing mechanisms that can help adjudicate between differing 
opinions about whether to make a change (Aiken and Hage 
1968; Simon 1959; Wageman 1995). Second, firms vary 
considerably in how they address conflicts. The organiza-
tion’s structure to resolve conflicts is a crucial determinant of 
performance (Csaszar 2012). Thus, the value of experimen-
tation is unclear without accounting for managerial interde-
pendence and the decision-making processes through which 
firms resolve disputes.

Product and organizational structures

Sanchez and Mahoney (1996) argue that although organiza-
tions design products, products also design organizations. 
Consider a technology company that produces a social media 
platform. Although end-users experience a single software/
product experience, the product consists of dozens of com-
ponents that must work together to create and capture value. 
For example, this software may have distinct parts, which 
include functions for video sharing, photo sharing, com-
menting, advertising, algorithms, and more. Each of these 
components will be run by different teams, with managers 
incentivized to improve their ‘product’ through innovation 
and, increasingly, formal experimentation.

Consequently, a firm’s performance depends on the abil-
ity of its managers to improve its features without hurting 
the system’s overall performance. The manager’s ability to 
balance this trade-off depends on the extent to which prod-
uct features are interdependent (Bailey et al. 2010). Product 
interdependence arises for many reasons, including shared 
technological foundations, interface proximity, or user 

attention competition. Sometimes, product features com-
plement each other, as when an improvement in video tech-
nology leads to more commenting. Other times, improving 
one function hurts the performance of another. For instance, 
advances in video sharing may lead to less photo sharing. 
Furthermore, if advertising revenue derives from photos, 
this may have a negative consequence on a firm’s financial 
performance.

Moreover, this interdependence may vary in its structure. 
Some products have a centralized or hierarchical architec-
ture, where a central piece of software has features that inter-
act only through one or a few central nodes. In contrast, 
more decentralized product architectures allow components 
to interface with each other directly. Therefore, experimen-
tation, its impact, and the decision-making dynamics will 
differ based on whether a product manager must get the buy-
in of one central decision-maker or a diffuse set of people 
across the firm.

Given the presence of product interdependence, it is 
costly for the firm when an individual manager ignores the 
interests of their peers. Interdependence leads to a trade-off: 
firms must incentivize managers to be bold with their experi-
ments but also mindful of risks (Rivkin and Siggelkow 2003; 
Siggelkow and Levinthal 2003). The organization must have 
decision-making processes to help resolve this tension.

A well-designed decision-making process will help the 
firm deal with the inevitable politics among product teams 
(Dean Jr and Sharfman 1996). The firm performance will 
depend on the alignment between experimentation and 
organizational processes. How should the organization 
structure its decision-making regarding which experiments 
to implement?

Centralized vs. decentralized decision‑making

The literature suggests that decision-making processes 
within firms exist on a spectrum (Mintzberg 1979; Puranam 
2018). On one extreme, the firm can choose a completely 
decentralized process. They delegate the decision to imple-
ment an experiment to an individual product manager. Con-
versely, the firm can adopt a highly centralized process to 
control which experiments are implemented. For example, 
upon learning the test result, the firm initiates a process, 
where managers from other units affected by the proposed 
change weigh in on the decision. The chosen decision pro-
cess will have a considerable impact on overall performance.

We can expect two outcomes if the firm adopts a decen-
tralized approach. First, a decentralized mechanism will 
incentivize product managers to implement any change 
that improves their performance (Baldwin and Clark 2000; 
Miller 1987). This myopic strategy should lead to incremen-
tal improvements for individual product features as manag-
ers squeeze out marginal gains. This process often plays out 
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in reality, as “most progress is achieved by implementing 
hundreds or thousands of minor improvements” (Kohavi 
and Thomke 2017, pg. 77). At the same time, because these 
managers ignore the repercussions of their choices for the 
firm, we expect increased volatility in overall performance. 
In other words, decentralized processes commit fewer errors 
of omission but more errors of commission (Sah and Stiglitz 
1986; Csaszar 2012, 2013). This volatility may be intoler-
able for the firm. Customers may respond negatively to any 
performance drops, which could impact profits. As a result, 
a fully decentralized approach may not be acceptable to the 
firm.

In contrast, more centralized decision-making can help 
mitigate some of the issues created by decentralization. 
By involving various stakeholders, the firm can reduce the 
likelihood that a change made by one manager will lead to 
adverse shocks for others. The firm can thus limit volatility 
in the overall product by considering the spillover effects of 
a change at the cost of slowing down innovation (Rivkin and 
Siggelkow 2003; Siggelkow and Rivkin 2006). Firms can 
centralize decision-making in several ways, each of which 
has benefits and costs.

Squeaky wheel: a firm can block changes that have severe 
negative consequences for even one part of the product. This 
is similar to the process at Booking.com, where anyone can 
veto an experiment if they find it is detrimental to a critical 
metric (Thomke 2020a). However, a firm may become too 
conservative by deferring authority to the most negatively 
affected manager.

Conflict avoidance: a firm can block changes with many 
interdependencies that imply avoidable conflict. Experi-
menting firms often avoid complex experiments involving 
many technical interdependencies, especially during their 
early days of experimenting (Siroker and Koomen 2013). 
At the same time, a firm may forgo positive spillovers by 
avoiding changes in light of high interdependence.

Majority vote: a firm can block changes that do not have 
the support of a majority of stakeholders. This process maps 
to the ubiquitous majority-rule committee structure, which 
should make fewer errors than a single decision-maker (e.g., 
Christensen and Knudsen 2010, 2013; Csaszar 2013). How-
ever, using this process may bias a firm towards incremental 
change.

Local threshold: a firm can block changes that do not 
meet some high-level performance threshold. This process 
can be valuable for firms trying to determine whether experi-
ment results will improve overall performance. For example, 
most experiments at Agoda (Booking Holdings’ Asia-based 
subsidiary) resulted in performance improvements of 1% or 
less (Morgenshtern et al. 2022). By implementing a centrally 
set threshold, organizations can take advantage of opportuni-
ties with gains significant enough that they are unlikely to 
be erased by negative interdependencies. At the same time, 

by approving only “big” changes, the firm may miss out on 
continuous and compounding improvements.

Which of these structures best controls volatility in the 
overall product while supporting sustained performance 
improvement? Below we develop a model that incorporates 
the elements outlined here. We test the impact of different 
decisionmaking processes on the efficacy of experimenta-
tion in products that vary in structure and interdependence.

Model

The product and interdependence

While many businesses use experimental approaches to 
increase performance, today, many of the primary consum-
ers of formal experiments are software product companies. 
As such, we seek to model software product companies. For 
these firms, the product is defined as a collection of features 
(more accurately, sub-products) that together work inde-
pendently and interdependently to generate profits for the 
firm. In most cases, a consumer interacts with the product, 
an aggregation of different features managed by different 
teams, with various incentives and processes. For example, 
a Facebook user experiences the platform’s main page as 
a coherent technology. That experience comprises dozens, 
sometimes hundreds, of features, each managed by differ-
ent product managers with their teams and incentives. Such 
linked products and management structures are ubiquitous. 
Indeed, most software products today, including Google, 
Uber, Netflix, and most other cloud-based software product 
companies, are organized in this way.

We can represent this general structure straightforwardly. 
In Eq. 1, we define a product, π, as a collection of features, 
p:

While a product such as Facebook’s main homepage appears 
to the user as a single product π, in reality, it is made up of 
hundreds of features p1,… , pn managed by different teams. 
For instance, one team may be in charge of videos, another 
comments, another group, and others for algorithms, ads, 
and other components. Each product group is led by a prod-
uct manager and often has employees who seek to improve 
the user experience of that feature as measured by some 
internally or externally defined metric. The feature is a bun-
dle of subfeatures, and readers may interpret the features 
in our model as such. For the most part, decision-making 
about a product feature is generally more decentralized—a 
product manager and her team are evaluated and incentiv-
ized by improving their narrowly defined metrics. However, 

(1)� ∈ {p1, p2,… , pn}
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functions are often interdependent when it comes to users’ 
overall experience of the product. For instance, slow-loading 
videos (managed by the video team) will likely reduce user 
commenting, thus negatively affecting the metrics of both 
the video and comment teams. Similarly, improvements in 
one feature may also have positive spillovers. For example, 
more relevant comment sorting will increase the time a user 
spends on the product, thereby increasing ad revenue.

In defining the product π, we also specify an initial per-
formance vector for the product, where each product feature 
contributes some performance value pi to the overall per-
formance of the product. Thus at time t = 0, we have a total 
performance metric P0 =

∑
∀i pi . We define pi ∼ β(a, b) for 

our model.
However, due to the emergent nature of complex software 

systems, the underlying structure of feature interdependen-
cies—both positive and negative—are often unknown a 
priori. Such relationships are uncovered only incidentally 
as independent feature teams change their sub-product. Our 
model defines a product’s structure as a graph G with a par-
ticular structure representing the interdependencies between 
the features as in Eq. 2. The elements of this matrix gij rep-
resent the interdependence between feature i and feature j. 
For our model, we first define the graph’s structure G. While 
most software systems have a tree structure, we allow for a 
flexible specification of structure, including trees, complete 
graphs, random graphs, stars, and power-law distributed 
interdependence. These structures are meant to represent 
varying degrees of product structure centralization. A prod-
uct with a highly centralized structure has a central feature 
upon which all others are built and interact without neces-
sarily interacting with each other.

Modeling different types of interdependence is vital for 
several reasons. First, more densely interdependent struc-
tures (random graph in our study) will lead to more signifi-
cant variation in overall performance (i.e., a more rugged 
landscape) (Levinthal 1997). Decision-making processes 
that prevent overall performance drops, like squeaky wheel 
and majority vote, may perform worse for more densely 
interdependent product structures because they are likely 
to get stuck on locally optimal performance. Second, the 
performance of products with a central feature (tree and star 
in our study) largely depends on improving the performance 
of the central feature (Ghemawat and Levinthal 2008; Bau-
mann and Siggelkow 2013). Decision-making processes that 
avoid implementing experiments with highly interdependent 

features, like conflict avoidance, may perform worse in these 
situations because they prevent improvements to the central 
feature.

We present a graphical view of highly centralized ver-
sus decentralized structures in Fig. 1. On the left-hand side, 
we see structures ranging from a random graph structure to 
highly structured products. We use undirected graph struc-
tures to allow for asymmetric interdependence between fea-
tures, which is common in software products where some 
modules (e.g., payments) are inputs to others (a digital store-
front) but not vice versa.

Once we define an overall structure, we assign to each 
link in the graph a value gij drawn from a normal distribution 
∼ N(µ,σ), with specified µ and σ. The value gij defines the 
positive or negative relationship between two features. Mak-
ing changes to one feature i has a corresponding gij effect 
on j.

Product experimentation

It is within the structure of this product π, the features pi, and 
the interdependencies among them G that experimentation 
is conducted. For our model, we define the organizational 
structure as isomorphic to the product structure. For each 
feature i, the organization employs a product manager. The 
product manager’s goal is to increase the performance of 
their feature on a specified set of metrics. In our model, we 
define only a single metric m on which every feature, and 
thus manager, is judged.1

The job of a product manager is to develop and imple-
ment ideas that increase the performance of her feature. 
In our model, product managers run experiments with the 
hope of attaining a lift—a percentage improvement on the 
target metric—that can be implemented and then shipped 
(i.e., deployed) with the product’s next iteration. We define 
an experiment as follows: a controlled change in a product 
feature conducted to learn its impact on performance. In 

(2)G =

⎡
⎢⎢⎣

g11 … g1n
⋮ ⋮

gn1 … gnn

⎤⎥⎥⎦

Fig. 1  Examples of simulated 
product structures, ranging from 
a random graph structure to 
highly structured products

1 In most organizations, the primary metrics are either the user 
or revenue growth, but can also include speed, cost of computing 
resources, among others.
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practice, a product manager may conduct user interviews, 
use behavioral theory, or use intuition to identify changes 
that may increase user engagement or revenue. For exam-
ple, a product manager may hypothesize that reducing the 
number of questions on the sign-up page may increase the 
number of new users. To test this hypothesis, she designs 
an experiment, where a random subset of new users sees 
the short version of the sign-up form while another subset 
sees the older, full version. Experimentation is sequential 
in our model; one manager conducts a single experiment 
at a time. In practice, however, some organizations allow 
many managers may perform experiments in parallel, but 
this introduces more issues interpreting results and coordi-
nating efforts (Siroker and Koomen 2013).

A formal experiment is then run over several days or 
weeks to predict the possible impact of this change if the 
firm fully implements the experiment. Upon the experi-
ment’s conclusion, a lift metric li is computed—the per-
centage increase in new users relative to the prior baseline 
established through a control group. This lift in performance 
is similar to “local hill climbing” as described in the NK 
model (see the Appendix for more comparisons between 
our model and the NK model). In our model, we define li 
∼ β(a, b), bounded between zero and one, where the mean 
expected lift for a given experiment in an organization is lµ 
= a/(a + b). From this lift value for an individual product fea-
ture i, we create a lift vector l where li takes on the lift value 
and all l−i = 0. The final implementation vector, l∗, is set to 
all zeros if the experiment is not implemented. If the experi-
ment is implemented, it contains the joint lifts across all 
product features due to the change in feature i. The product 
performance state Pt =

∑
∀i pi is then updated accordingly.

The parameters a and b can be set, so experiments are 
drawn from various distributions. For our analysis, we con-
sider two extreme distributions. The first has skewed right-
tail effects on product performance (a = 1 and b = 50). In this 
distribution, most benefits are small and incremental, with 
the likelihood of some being extremely positive. In contrast, 
the second distribution is incremental, where the experiment 
yields an effect size drawn from a bell-shaped distribution 
with small gains (a = 50 and b = 50).

However, implementing a successful experiment may 
necessitate a decision-making process that includes other 
individuals beyond the focal product manager who experi-
mented. As a result, an organization’s decision-making 
structure will determine whether an experiment, even a very 
successful one, is implemented.

Organizational decision‑making

As discussed earlier, performance cannot be viewed as an 
independent aggregation of different features for a given 
product. What may be a little lift for one feature may imply 

a significant decrease in performance for another. Conse-
quently, product managers across different teams must coor-
dinate the implementation of their experiments. This can 
unfold in various ways depending on the process specified 
by the organization, informal power structures, or ad-hoc 
bargaining between teams and features most affected by a 
given change.

For our model, we evaluate the implications of differ-
ent decision-making processes on the overall performance 
consequences of running formal experiments. We define 
six broad categories of decision processes, some of which 
require agreement from others in the organization, that 
determine whether a given experiment is ultimately imple-
mented product-wide. Each of these processes can be found 
in one form or another in firms. Below, we describe each 
decision-making process and how it affects whether a change 
is implemented.

Decentralized

All positive The first decision-making process is one where 
every experiment with a nonzero lift li is implemented into 
the product. Thus, the implementation vector l∗ = Gl.

Centralized

Squeaky wheel In this decision-making process, the product 
manager for feature j, who is a priori most negatively affected 
by the change in feature i, decides whether it is implemented. 
One possible rule is to decline all experiments for a given 
feature i, where the lowest interdependence between a fea-
ture ij is negative. Thus if min(gij) ≥ 0 → l∗  = Gl.

Conflict avoidance In this process, a product manager whose 
product has high interdependence with other features does 
not implement any experiments. We define interdependence 
as the sum of the absolute value of the interdependence 
scores gij for a focal feature i with all other features j. Spe-
cifically, we examine whether the mean interdependence 
score for a feature 

∑
i,∀j �gij�
nj

> 𝛿i , where δi is the mean inter-
dependence across the entire product. Thus, if the inequality 
holds, the product manager i does not implement any 
changes.

Majority vote This process is similar to conflict avoid-
ance, using information from the interdependence matrix 
to determine whether an experiment is implemented. All 
product managers, excluding the focal manager i, get a vote 
v ∈ {− 1,0,1}, where they vote against, abstain, or vote in 
favor of implementing an experiment for feature i. We cal-
culate the voting outcome by summing the signs of each 
interdependence score and examining whether the sum is 
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greater than 0, ∑
i,∀j sign

�
gij
�
> 0 . Thus, experiments with 

positive sums are implemented.

Local threshold The final implementation depends on a sim-
ple rule. The organization assumes that lifts are drawn from 
a known distribution, defined as ∼ β(a, b), and product man-
agers for a given feature or allowed to implement their 
experiment into a product if li >

a

a+b
 , the mean of the known 

distribution of lift statistics. Thus, if li >
a

a+b
→ l∗ = Gl . In 

contrast, if the inequality does not hold, we set li = 0 , or 
l∗ = l0.

Reference model

Optimal Finally, in the optimal process, decision-makers 
examine the total impact of a change to feature i for all other 
features j of the product. This requires the Herculean task of 
understanding all interdependencies of the product between 
all pairs of features. While this decision-making process is 
often unrealistic (Thomke and Manzi 2014), we can simulate 
its impact using our knowledge of interdependency matrix 
G. Multiplying the local lift vector l and G yields lall = Gl, 
the aggregate lift across the product. Theoretically, this 
approach should lead to the globally best-performing experi-
ments being implemented while avoiding over-reliance on 
decentralized implementation or conflict between teams with 
different payoffs.

The cost of implementation

Implementing experiments is often costly. Making many 
marginal improvements may lead to greater gross returns but 
may not be cost-effective. Accounting for implementation 
costs in our model allows us to appropriately discount the 
performance of decision-making structures that implement 
many incremental improvements. In our model, we represent 
the cost of experimental implementation as a cost value of 
c. The term c = 1 if the decision-making process described 
above requires that an experiment be implemented. If the 
rule recommends that an experiment not be implemented, 
we set c = 0. For example, if in one decision-making regime 
(say, majority vote), a firm runs 100 experiments, and only 
50% of them are implemented, then c = 50.

Performance

We construct three performance measures to evaluate the 
effect of each of these decision processes on performance.

Return on experimentation (ROE) Our first measure is 
the difference between the total initial performance level of 

the product P0 =
∑

∀i

�
pi0

�
 and the performance after the k 

iterations of experimentation Pk =
∑

∀i

�
pik

�

Adjusted Return on experimentation (ROE) Our second 
measure is the difference between the total initial per-
formance level of the product P0 =

∑
∀i

�
pi0

�
 and the 

performance after the k iterations of experimentation 
Pk =

∑
∀i

�
pik

�
 divided by the total cost of implementing 

the experiments in the final period k, ck.

Variability of Experimental Returns (VER) Our third meas-
ure captures the variability in the performance of the prod-
uct over the experimentation period. We count the number 
of periods where there was a drop in performance for the 
product, such that sign

(
lall

)
= −1

With these three performance measures, we can evaluate three 
facets of the impact of experimentation: (a) overall perfor-
mance, (b) overall performance adjusted by the cost of imple-
menting an experiment, and (c) the variability in performance 
under different political and product structure scenarios.

Simulation procedure

We begin by setting the number of trials and iterations over 
which we conduct experiments. We set these numbers to 
500 and 250, respectively. The results are not sensitive to 
reasonable changes in the number of trials or iterations. Our 
simulation consists of nested loops iterating over each prod-
uct structure–decision-making process pair. Each product-
decision pair is then simulated for a specified number of tri-
als, and experiments are conducted for a specified number of 
iterations. Inside the simulation, the organization performs 
experiments sequentially. Each round, we randomly select 
a single product manager who conducts an experiment that 
produces a lift statistic of l. The simulation then evaluates 
whether the experiment is implemented, and its impact is 
represented by experiment*. Finally, the updated perfor-
mance vector is generated, and then the simulation runs for 

(3)ROE =
(
Pk − P0

)

(4)ROEAdj =

(
Pk − P0

)
ck

(5)VER =

k∑
t=1

sign
(
(sign(lall) − 1)lall

)
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the remaining iterations, trials, and different product–deci-
sion pairs. The outcome of the simulation is the distribution 
of performance statistics: overall return on experimentation, 
cost-adjusted return on experimentation, and the number of 
performance drops.

Results

In this section, we present the results of our computational 
model. As discussed earlier, we consider the value of experi-
mentation in the context of an organization that varies along 
two dimensions: the centralization of the product’s structure 
and the centralization of decision-making for experimental 
implementation. The thesis motivating our paper is that the 
benefits of experimentation are most likely to accrue when 
complemented with decentralized decision-making about 
which experiments are implemented.

Below, we present a series of results detailing the distri-
bution of performance results for our simulations across the 
various decision-making structures we study and different 
product structures.

Total returns to experimentation

We begin by analyzing the total unadjusted returns to experi-
mentation. These results are presented in Table 1 and Fig. 2. 
Descriptively, we can see a considerable variation in per-
formance across conditions. We consider the “Optimal” 
condition only to be our theoretical baseline, as it requires a 
considerable amount of information about product interde-
pendencies that may not be observable by the organization. 
As expected, we observe that the Optimal condition yields 
the highest performance across all product structures, cen-
tralized and decentralized. For example, we see that Optimal 
performs better than the next alternative All positive in the 

decentralized random graph structure (t = 17.15, p < 0.01) as 
well as in the centralized tree structure (t = 12.47, p < 0.01).

As we expected, the All positive condition performs best 
among the remaining conditions when we do not adjust for 
the cost of implementing an experiment. In the decentralized 
random graph condition, the All positive condition yields a 
performance increase relative to more centralized decision-
making processes. Majority vote, reduces performance rela-
tive to All positive by approximately 59% (p < 0.01) in the 
random graph, and by 54% in the centralized tree structure 
(p < 0.01). Conflict avoidance and the squeaky wheel are 
the two worst-performing decision-making processes in 
all product structure conditions. For these two scenarios, 
experiments are not implemented when interdependence for 
their feature is high and when even one product manager 
negatively affected by a change can veto a change. Indeed, 
the Squeaky wheel implementation yields the lowest perfor-
mance level across all structures.

Overall, our results suggest that–without accounting for 
implementation cost or drops in performance–the best-per-
forming rule is one where product managers can implement 
all their non-negative lift experiments. The All positive rule 
is often considered the standard approach in the prior lit-
erature on experimentation. However, this may not be the 
best strategy after accounting for costs and performance 
variation.

Adjusted returns

We now turn to examine the cost-adjusted effect of experi-
mentation. These results are presented in Table 2 and Fig. 3.

Here, we see a considerably different pattern of results. 
The best performing approach across all product structures 
is the Local threshold, a decentralized rule where product 
managers implement only above-average experiments. This 

Table 1  Overall performance 
of decision-making structures 
under different product structure 
scenarios

The means are reported on the first line for each decision-making structure. Standard errors are reported in 
parentheses

Random graph Small world Power law Star Tree

All positive 3.264
(1.270)

3.699
(1.785)

2.711
(0.622)

2.660
(0.654)

2.791
(0.783)

Local threshold 2.167
(0.978)

2.533
(1.348)

1.941
(0.458)

1.924
(0.580)

2.052
(0.626)

Conflict avoidance 1.535
(0.723)

1.694
(0.960)

2.052
(0.483)

2.622
(0.665)

1.760
(0.486)

Majority vote 1.955
(1.014)

2.246
(1.428)

2.301
(0.608)

2.767
(0.808)

1.524
(0.650)

Squeaky wheel 0.228
(0.258)

0.017
(0.086)

2.099
(0.582)

2.660
(0.708)

1.043
(0.427)

Optimal 4.534
(1.063)

6.232
(1.578)

3.086
(0.634)

4.622
(2.800)

3.352
(0.633)
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approach performs better than the next two best approaches, 
which are All positive and Majority vote. In the random 
graph structure, Local threshold performs 76% better than 
All positive and Majority vote; 80% better in the small 

world; 90% better in power law, and 100% in the tree struc-
ture. These differences are statistically different (p < 0.01). 
Indeed, in the highly centralized (tree structure) product, the 
Local threshold performs even better than the optimal when 
considering the performance variability.

Fig. 2  Overall performance of 
decision-making processes for 
centralized vs. decentralized 
product structures. The boxes 
display the 25th, 50th, and 
75th percentile values for each 
decision-making process. The 
whiskers extend to the least and 
greatest values that are less than 
or equal to 1.5 times the box 
interquartile range

Table 2  Cost adjusted 
performance of decision-
making structures under 
different product structure 
scenarios

The means are reported on the first line for each decision-making structure. Standard errors are reported in 
parentheses

Random graph Small world Power law Star Tree

All positive 0.013
(0.005)

0.015
(0.007)

0.011
(0.002)

0.011
(0.003)

0.011
(0.003)

Local threshold 0.023
(0.010)

0.027
(0.014)

0.021
(0.005)

0.020
(0.006)

0.022
(0.006)

Conflict avoidance 0.012
(0.005)

0.014
(0.008)

0.011
(0.002)

0.011
(0.003)

0.011
(0.003)

Majority vote 0.013
(0.006)

0.015
(0.009)

0.011
(0.003)

0.011
(0.003)

0.012
(0.004)

Squeaky wheel 0.010
(0.011)

0.002
(0.011)

0.011
(0.003)

0.011
(0.003)

0.011
(0.004)

Optimal 0.027
(0.005)

0.039
(0.008)

0.015
(0.003)

0.026
(0.018)

0.017
(0.003)
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These results indicate that a centralized approach with a 
uniform decision rule complements decentralized experi-
mentation. We find evidence that the Local threshold rule 
seems to dominate other strategies for all types of product 
structures, including centralized and decentralized ones.

The risk mitigation effect of directly considering the inter-
ests of other product managers–either through a formal voting 
process, avoiding conflict, or honoring the opinions of those 

negatively affected most–leads to considerable declines in 
performance. In contrast, we see a substantial drop in the All 
positive rule once we account for costs. The All positive rule 
implements many experiments with weakly positive results, 
even though they are costly to implement. The local thresh-
old rule avoids this pitfall, because it avoids implementing 
experiments with very small returns. Thus, moderately cen-
tralizing decision-making by setting concrete standards for 

Fig. 3  Adjusted performance 
of decision-making processes 
for centralized vs. decentralized 
product structures. The boxes 
display the 25th, 50th, and 
75th percentile values for each 
decision-making process. The 
whiskers extend to the least and 
greatest values that are less than 
or equal to 1.5 times the box 
interquartile range

Table 3  Number of performance drops as a function of decision-making structures under different product structure scenarios

The means are reported on the first line for each decision-making structure. Standard errors are reported in parentheses

Random graph Small world Power law Star Tree

All positive 24.598 (21.660) 39.470 (26.482) 32.848 (22.349) 33.066
(24.885)

41.220 (24.582)

Local threshold 9.542 (8.568) 16.284 (10.854) 11.480 (8.825) 12.032 (9.135) 15.874 (10.527)
Conflict avoidance 6.066 (10.881) 13.834 (16.936) 19.822 (17.561) 27.860 (22.799) 17.366 (16.833)
Majority vote 11.188 (14.400) 19.604 (17.958) 21.922 (17.998) 29.724 (23.351) 18.262 (16.234)
Squeaky wheel 6.596 (10.147) 7.964 (11.339) 19.090 (17.483) 25.960 (21.871) 8.766 (11.972)
Optimal 0 (0) 0 (0) 0 (0) 0 (0) 0 (0)
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implementing experiments leads to the best performance for 
an experimental organization.

Number of performance drops and experiments 
implemented

We also evaluate the impact of decision-making and prod-
uct structure on adverse performance outcomes caused by 

implementing experiments. These results are presented in 
Table 3 and Fig. 4.

As hypothesized, we find that a completely decentralized 
approach leads to increased variability in performance over 
time and, thus, drops in performance. The All positive condi-
tion has the worst performance on this dimension, whereas 
the Optimal condition, by construction, has no harmful per-
formance drops. However, what is most striking is the per-
formance of the Local threshold rule. While its performance 

Fig. 4  Mean number of per-
formance drops as a result of 
decision-making processes for 
centralized vs. decentralized 
product structures. The boxes 
display the 25th, 50th, and 
75th percentile values for each 
decision-making process. The 
whiskers extend to the least and 
greatest values that are less than 
or equal to 1.5 times the box 
interquartile range

Table 4  Number of experiments implemented as a function of decision-making structures under different product structure scenarios

The means are reported on the first line for each decision-making structure. Standard errors are reported in parentheses

Random graph Small world Power law Star Tree

All positive 251 (0) 251 (0) 251 (0) 251 (0) 251 (0)
Local threshold 94.182 (8.085) 93.626 (7.332) 94.366 (7.452) 93.956 (7.991) 93.774 (7.565)
Conflict avoidance 128.252 (13.582) 119.406 (13.283) 191.014 (11.474) 245.968 (2.206) 163.978 (12.742)
Majority vote 148.456 (18.859) 142.590 (19.105) 214.112 (13.268) 248.584 (2.994) 129.624 (19.383)
Squeaky wheel 21.456 (11.461) 2.334 (2.795) 192.150 (13.215) 246 (2.165) 97.216 (17.725)
Optimal 170.696 (18.475) 157.826 (18.022) 206.346 (16.004) 186.816 (30.568) 197.634 (15.677)
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in this metric falls in the middle in the decentralized product 
structure (e.g., random graph), it is amongst the top three 
performers in the centralized tree product structure.

Finally, the number of experiments implemented is a 
key mechanism driving performance improvements and 
variability. In Table 4, we present the total number of 
experiments implemented in our simulation. Recall that 
the All positive rule implements all experiments with non-
zero lift statistics. While an experiment run by a prod-
uct manager may be low-cost, implementing the change 
into the product may be costly. As a result, higher perfor-
mance with fewer implementations is desirable. While the 
Squeaky wheel rule leads to the lowest number of imple-
mentations, it also leads to the lowest performance. In con-
trast, across all product structures, the Local threshold rule 
leads to the second lowest number of implementations but 
with the highest adjusted performance levels. We see that 
this rule has substantially lower experiments implemented 
than all other decision rules, except for Squeaky wheel— 
with at minimum a 25% lower number of implementations 
than the next most efficient rule, Conflict avoidance.

This finding provides further evidence that a threshold-
based approach to decision-making may give the best solu-
tion to the trade-off between growth and variability inherent 
in decentralized experimentation.

Sensitivity analysis

Normally distributed lift statistics

We also conducted several sensitivity analyses to test 
whether our results held when we changed important dimen-
sions of our computational model. First, we changed the 
underlying distribution of lift statistics l from right-skewed 
to approximately symmetric. Evidence in Figs. 5 and 6 show 
that even in this scenario, the local threshold approach leads 
to superior growth performance when adjusted for cost, and 
few performance-drops relative to the other approaches.

Fig. 5  Normally distributed lift-
statistics: Adjusted performance 
of decision-making processes 
for centralized vs. decentralized 
product structures. The boxes 
display the 25th, 50th, and 
75th percentile values for each 
decision-making process. The 
whiskers extend to the least and 
greatest values that are less than 
or equal to 1.5 times the box 
interquartile range
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Product complexity (Number of features)

We also examine whether our results are sensitive to chang-
ing the complexity of the underlying product—e.g., the total 
number of features. To do this, we increase the number of 
product features from 10 to 50. Our result is consistent with 
the general pattern of results described above. The Local 
threshold approach continues to outperform others after 
adjusting for the cost of implementing experiments and is 
average in terms of drops in product performance.

Our results suggest that the best risk-adjusted experi-
mental returns come from a threshold-based approach to 
decision-making about experimental implementation. This 
finding is robust when the product is highly centralized—
e.g., a tree structure. Thus, firms must complement the ben-
efits of experimenting with a modestly centralized approach 
to decision-making, where managers with conflicting objec-
tives cannot single-handedly veto experiments others pro-
pose. Doing so negates the benefits of using experimen-
tation to harness the exploration of individuals across the 
organization.

Conclusions and discussion

The promise of decentralized and democratic experimen-
tation within organizations depends fundamentally on the 
firm decision-making structure. More centralized decision-
making, in various forms, can reduce variability in prod-
uct performance that may result from experiments gone 
wrong–local experiments that lead to negative spillovers for 
other product features and reduce product performance over-
all. However, this comes at a high cost to product improve-
ment over time. Relative to an optimal baseline, we find 
that centralized decision-making processes across a range of 
product structures reduce relative performance by as much 
as 30%.

On the other hand, complete decentralization–where 
product managers can implement any experiment they 
want—is also not optimal. In such a completely decentral-
ized situation, the product neither has the highest rate of 
improvement relative to the baseline nor can it avoid sig-
nificant drops in performance because it needs to account 
for interdependencies between features.

Fig. 6  Normally distributed 
lift-statistics: Mean number 
of performance drops due to 
decision-making processes for 
centralized vs. decentralized 
product structures. The boxes 
display the 25th, 50th, and 
75th percentile values for each 
decision-making process. The 
whiskers extend to the least and 
greatest values that are less than 
or equal to 1.5 times the box 
interquartile range



 Journal of Organization Design

1 3

Our results suggest that a process using rules establish-
ing a threshold at which an experiment must perform before 
implementation balances growth with minimizing drops 
in performance. Indeed, under most product structures, 
threshold-based centralization leads to the best performance 
after adjusting for the cost of implementing an experiment. 
Moreover, threshold-based decision-making appears best in 
highly centralized product structures where sub-features of 
the product branch from a central node (e.g., a core feature). 
It leads to superior average performance and reduced risk 
of declines in product performance. However, this approach 
may be less optimal for completely decentralized product 
structures.

Our research contributes to a growing literature on 
experimentation inside firms (e.g. Camuffo et al. 2020; 
Gans et  al. 2019; Koning et  al. 2019). We show that 
experimentation, often thought to democratize innovation 
inside organizations, depends fundamentally on product 
and organization structure. Experimentation yields sig-
nificant performance benefits when paired with threshold 
based centralized decision-making. Moreover, a central-
ized product structure is most conducive for this deci-
sion-making process to be most effective. However, when 
product structures are highly decentralized, organizations 
may want to limit risk by centralizing decision-making 
authority.

Second, we contribute to the literature on the structure 
of strategic decisionmaking inside firms (e.g., Rivkin and 
Siggelkow 2003; Siggelkow and Rivkin 2006). We find 
that decentralization can lead to unacceptable variation in 
performance unless tempered by some centralized controls. 
While this result is consistent with prior work (e.g., Csaszar 
2012), we build on this work by demonstrating its relevance 
in experimentation, a setting that is growing in importance 
and prevalence. We also identify a particularly effective 
hybrid decision-making structure, allowing individual man-
agers to make implementation decisions based on a centrally 
set threshold.

Finally, we contribute to a growing literature on digitiza-
tion, its impact on firm performance, and the coupling of 
organizational considerations with new technologies that 
democratize innovation (e.g., Brynjolfsson and McElheran 
2016; Brynjolfsson et al. 2018; Cockburn et al. 2018; Von 
Hippel 2006). We find that providing product managers with 
threshold-based rules for determining what innovations can 
be adopted leads to less volatility in performance.

A limitation of our findings is that our model needs 
to include other features of organizations that may shape 
whether experimentation yields benefits. We have based 
our model structure on actual firms and how they imple-
ment experimental results. We also do not incorporate in 
our model aspects of experimentation that have been identi-
fied in more technical accounts of this technology—namely, 

imperfect experimentation and the dynamic nature of the 
environment in which experimentation yields results (Ghosh 
et al. 2020). For example, a product manager may p-hack, 
which could lead to ineffective implementation of a general 
threshold for quality (Berman et al. 2018). Moreover, we 
need to consider that competitors can copy product changes. 
This may lead to time-dependent performance effects that 
only sometimes persist. Another limitation of our model is 
that it does not account for organizations often balancing 
different metrics. In technology companies, this entails strik-
ing a balance between growth and profitability. Finally, our 
model only allows for expanding products with greater inter-
dependencies emerging over time, which may complicate 
implementing more centralized decision-making processes.

We see great promise for testing our predictions in 
actual firms. Our model proposes that firms that imple-
ment experimentation will most likely benefit when they 
have centralized product structures and threshold-based 
decision-making. Future research should be able to look at 
product performance as a function of firm decision-making 
and product structure to see whether our predictions hold.

Appendix

Relationship with the NK model

To better connect our model with the literature on organi-
zational search, we attempted to map our model to the 
NK model. Our model is similar to some versions of the 
NK model in several ways. We model a process of local 
coupled search, divide up the product into a set of product 
features, allow individual managers to manage different 
features, and test decision-making processes varying in 
centralization (e.g. Rivkin and Siggelkow 2003; Ethiraj 
and Levinthal 2004; Baumann et al. 2019).

While our model shares some similarities with the NK 
model, it also has some fundamental differences. Most 
importantly, the NK model assumes a single optimal 
configuration of binary choices determined by a preset 
performance landscape. We model performance improve-
ment in a more realistic way for the phenomenon we are 
studying—experimentation inside interdependent organi-
zations. Our model allows for continuous product improve-
ment through many iterations, a standard process among 
firms using product experimentation (Kohavi and Thomke 
2017). We also model interdependence differently from 
its binary representation in the NK model. While the NK 
model allows for negative interdependence (i.e., changes 
in a focal product feature result in decreased performance 
of other features), it results from a lower position on the 
landscape relative to the original position. In our model, 
negative interdependence can be directly specified in 
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the independence matrix. Finally, in an NK model with 
decomposed decision-making, a manager responsible for 
b features only has 2b possible combinations they can try 
(e.g. Rivkin and Siggelkow 2003). In our model, there is 
no limit to the number of configurations a manager can 
try, which more accurately represents the complex bundles 
of product features they manage. As a result, our model 
contributes to the literature on organizational search by 
capturing these important nuances of experimentation.

To understand the implications of these differences 
between our model and the NK model, we replicated our 
analysis using a version of the NK model that maps most 
closely to experimentation. These results are presented in 
Table 5. Our findings from this analysis suggest a broadly 
similar set of results, with a critical difference—that the 
Squeaky wheel model performs on an equivalent basis 
to the Local threshold, which continues to be among the 
highest performing rules, even without the continuous 
improvement element of our proposed model. The substan-
tial increase in performance of the Squeaky wheel model 
in this specification is due to a key modeling difference 
between our model and the NK model. In our model, the 
product manager with the most negative a priori likelihood 
of adverse impact (based on the interdependence matrix) 
has veto power. This hinders implementation even for situ-
ations where—in aggregate—performance would increase. 
In the NK implementation, the squeaky wheel is not based 
on a priori negative impact, but rather ex-post negative 
impact. As a result, it reduces implementation of situa-
tions when implementation would actually decrease per-
formance, not just expectations of reduced performance. In 
this way, the results are not precisely comparable in terms 
of mechanisms. Besides this difference, the results appear 
broadly congruent.
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